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Abstract— Most industrial scenarios are characterized by the
fact that human and robots operate in completely separated
spaces. Industrial manipulators, for example, are usually con-
strained into cells where humans can enter only for mainte-
nance, and in most cases, the robotic system completely stops its
task when the human enters the cell. Moreover, the interaction
between industrial robots and operators is very structured and
usually only unidirectional. In this work, we aim to close the
loop between these heterogeneous agents by implementing a
layer of interaction between the robotic system and the human
user. In our system, the interaction is achieved by means of
spoken natural language, a complex and high-level interface
that usually is not adopted in such controlled and structured
environments. The introduction of such interface improves the
ease of use of the system, giving the opportunity to successfully
accomplish complex tasks even when there are no expert
users in the loop. In order to achieve the most natural and
effective interaction between human and robot, we implemented
a language understanding engine explicitly designed and trained
for robots, and a knowledge representation architecture based
on semantic maps. The proposed system is able to deal with
the intrinsic complexity and ambiguity of natural language by
explicitly taking into account the problem of disambiguating
potentially overlapping actions. The system has been tested over
multiple scenarios and different applications of human-robot
collaboration, from collaborative environment exploration to
collaborative part assembly.

I. INTRODUCTION

Robots are going to be introduced in human populated
environments, such as elderly care, industrial applications
and rescue robotics. In all these scenarios, robots are ex-
pected to cooperate with humans, supporting their activities.
For this reason, the problem of Human-Robot Collaboration
(HRC) has become very relevant in the robotics community.
Such a operational mode involves new paradigms when
designing and programming a robot, as new problems need
to be taken into account. Actually, these challenges require
a strict synergy among different interdisciplinary fields of
research: robotics, psychology, communication, cognitive
sciences must share a common workspace and coherently
interplay. In this context, an important challenge that should
be tackled is the typical non-deterministic behavior of hu-
mans: robots are not always capable of correctly classifying
and predicting future user’s actions, and this fact becomes
critical when humans and robots share the same working
space. Given this issue, the robot must at least be capa-
ble of intercepting and actively interacting with the user’s
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unpredictability. Every robotic system should provide this
capability in order to accomplish the completion of the task
according with the user’s needs and, most importantly, to
guarantee user’s safety within the co-working space.

One of the most challenging HRC scenarios is the employ-
ment of robots in industrial and manufacturing environments,
where the human is an active actor of the production loop.
Many studies have been proposed in this direction addressing
different problems, such as robot behavior adaptation in
collaborative tasks [8], human robot co-working in cellular
manufacturing [9] and hardware design [7]. The different
operational environment is not just a matter of robot capa-
bilities; conversely, much more complex interactions between
humans and the robot must be taken into account.

In this paper, we investigate such problem focusing on the
spoken natural language interface. This kind of interaction
is widely used in service robotics, where humans and robots
interact in classical crowded environments like shopping
mall, streets, houses, hospitals, etc. Such a human-like com-
munication does not require physical interfaces between the
parts; in this way, humans use to feel more comfortable
when interacting with the service robot. Our work attempts
to bring natural language communications in more controlled
environments, like the industrial and manufacturing ones.
One advantage of a speech based communication interface is
that users do not need to be trained. In fact, when starting to
operate on a classical robot, users need to learn its specific
interface and custom language. Conversely, spoken natural
language interfaces enable smoother and easier interactions,
leading to faster and more intuitive communications. At the
same time, however, increasing the level of complexity in
the communication scheme, ambiguities may be introduced,
and they need to be handled properly. Given the intrinsic
ambiguity of natural language, one of the main challenges
is handling the disambiguation of command interpretations.
Our approach is to use a specific language understanding
pipeline, called LU4R [3], that has been specifically de-
veloped for handling language ambiguity in human-robot
interactions, where commands given in input by the user
need to be translated into specific actions. Such actions will
be then translated into a plan that the robot has to perform.

Moreover, the knowledge representation problem needs
to be faced when working on HRC tasks. Given the non-
deterministic structure of the environment, along with the
presence of humans within the working space of the robot,
actions execution and behavior may be easily influenced.
Hence, the robot should be reactive and responsive to every
change in the structure of the environment and to the user



inputs and behaviors. A structured representation of all those
elements is mandatory. In our work, we leverage the concept
of Semantic Map based approach for dealing with these
issues.

The remainder of this paper is structured as follows. In
Section II, we introduce specific case studies, analyzing all
the aspects of the pipeline that bring the voice commands
to their effective execution. In Section III we present the
robotic framework, the exploited sensors and the algorithms
and techniques adopted to solve perception and knowledge
representation problems. While Section IV shows some
qualitative results of our experiments, in Section V we draw
the conclusions and propose quantitative approaches for the
evaluation of the performance as a future work.

II. COLLABORATIVE MANUFACTURING: CASE STUDIES

We tested our system in different scenarios, where the
focus was on assisted environment exploration and collabo-
rative part assembling.

In the first scenario, the robot is guided by the user to
collect information about the environment. Such information
consist of positions of the platforms and shelves within a
map, the location of a specific object within the environment
and other spatial and geometric information about the map
the robot is expected to navigate and operate in. More-
over, operating in such restricted and technical environments
requires knowledge about location of the platforms and
the tools involved in any productive process. Usually, such
information are hand-crafted in the robot persistent memory.
To this end, we tested our system on the semantic mapping
task, where the knowledge about the geometry of the arena
(i.e., the robot’s working area) is not forced within the code,
but explicitly provided as input by the user through vocal
commands. This teaching task requires the robot’s knowl-
edge to be flexible and robust w.r.t. physical or semantic
environment changes. Our knowledge representation tool is
a semantic map in the form of a json structure, stored
into a file within the robot software framework. A detailed
explanation of our semantic map formalism is given in the
next sections.

The second scenario we tested relates to the task of
assembling a motor part: the robot needs to collect all the
components of a motor navigating through different plat-
forms. This task is often carried out in a controlled fashion:
once the plan is specified, it remains unchanged all over
the execution. Nevertheless, the presence of a person may
introduce unexpected behaviors that are out-of-the-scope of
the plan, e.g., the operator may want to drive the robot in the
parts collection activity, asking for them in a different order.
Moreover, when the user asks the robot for specific parts of
the main task, the overall task completion achieves better per-
formances, in terms of overall execution time. Considering a
fully autonomous, non-collaborative system approaching this
kind of task, when the initialization of the task is provided,
the robot directly starts to collect the single parts in the hand-
coded order without considering any user’s needs, e.g., if it
is necessary a specific part before another one, the user needs

Fig. 1: System architecture diagram.

to stop the assembling, so that the robot must interrupt itself
accordingly. In a fully autonomous system, where there is no
interaction between the agents, such responsive behaviors are
difficult and complex to be achieved. On the contrary, when
the user has the possibility to actively interact with the robot,
especially when the interaction is performed through spoken
language, the whole task execution is dynamic.

Assembling a motor part may involve the user to ask the
robot simple commands, e.g., “please bring me the object
on platform number 2”. The robot is then expected to move
through the environment, reach the platform where the object
is supposed to be and bring it back to the user position. As
in a conversation between humans, since the interaction is
achieved through spoken language, some sentences or turns
of the dialogue may be ambiguous, i.e., they can be easily
misunderstood because of their intrinsic ambiguous nature.
Consider, for example, the following command “take the
object on platform number 2”: it is intrinsically ambiguous,
as the action can be both meant as Bringing the object to
the indicated platform, if the object is not in such location;
conversely, whenever the object is already placed on the
platform number 2, such command should be interpreted as
a Taking action, so that the robot is expected to reach the
platform and grasp it.

This is a practical example of how a simple and self-
explained command can be ambiguous, producing two or
more different interpretations. A robust Spoken Language
Understanding (SLU) system must be adopted. The LU4R
framework has been adopted for this part of the pipeline.
Once the vocal command is given to the speech-to-text
interface, the hypothesized transcriptions are passed to the
LU4R pipeline, that outputs a list of possible interpretations.
Each interpretation is essentially an action to be performed,
instantiated with all its attributes. A well planned sequence
of those actions will then result in the final generated plan.

III. SYSTEM ARCHITECTURE

The proposed system architecture involves two main ac-
tors, as shown in Figure 1: the SLU system, devoted to
the interpretation of robotic commands, and the Robotic
Platform. The communication scheme between the SLU and
the robot has been designed according to a Client-Server
approach, allowing to maintain the independence between
the two actors.



Fig. 2: Our robotic platform performing object detection in
a real RoboCup@Work environment.

A. Interpreting Commands: LU4R

The SLU module is here realized through an off-the-shelf
tool, namely LU4R.

LU4R1 - adaptive spoken Language Understanding for(4)
Robots - is a publicly available framework designed to
parse robotic commands in the context of service Robotics
and developed by the Semantic Analytics Group at the
University of Roma Tor Vergata and the LabRoCoCo Group
at Sapienza University of Rome. LU4R is based on the
model proposed in [3]. The SLU process is driven through
Machine Learning techniques, enabling the generalization
of the addressed phenomena, that improves the robustness
against unseen sentences. The models are trained over the
HuRIC dataset [2]. It is entirely coded in JAVA, enabling
for an easy portability of the code and reaching as many
platforms as possible. It is released as a Server; in this
way, the SLU process and the specific robotic architecture
are completely decoupled. The communication is realized
through a client/server protocol: LU4R receives one or more
transcriptions of a spoken command, producing, as output, an
interpretation of the given utterance. The extracted semantics
is thus provided in terms of semantic frames [1]. It offers
two different operating modalities: a basic setting where
only linguistic information are exploited (e.g. POS tags,
dependency relations, . . . ), and a perceptual configuration
that takes into account even knowledge gathered from the
perception (e.g. semantic map) to reduce the ambiguity of
some interpretations.

B. Robotic Platform

The robot: The platform we used in our experiments is the
KUKA youBot [4]. This robot is widely used in research and
it has been adopted as the official robotic platform for the
RoboCup@Work competition2. The youBot has either one

1http://sag.art.uniroma2.it/lu4r.html
2http://www.robocupatwork.org/

or two manipulators on top of a holonomic mobile base.
Hence, it has been specifically designed for pick and place
applications. The robot used in the experiments is shown in
Figure 2.

Planning and Reasoning: LU4R provides as output a list
of actions extracted from a given command, instantiated
through their parameters. In principle, every action can be
decomposed as multiple primitive actions that the robot is
able to execute. The way in which the robot combines and
connects each action with all the necessary steps represents
the core of the planning and reasoning module of our
system. This module is based on state machines, in particular
our framework exploits the SMACH [5] tool available3 in
ROS (Robotic Operating System4). Every atomic action is
translated into a parametric and dynamic state machine while
their combination represents the overall plan, reflecting the
actual task execution. Moreover this framework allows to
run and execute multiple state machines in parallel like a
multi-threaded process. In this way, it is always possible to
interrupt or modify the execution of a given task through
spoken interrupts, e.g., executing recovery behaviors when
the robot is performing some undesired actions or the robot
is failing.

Navigation: The localization of the robot is performed
through amcl5, while the move base6 ROS package is used
to drive the robot from the current position to a desired one.
The latter can be either the location of a platform or any
other interest point inside the arena. All the coordinates of
the elements in the semantic map must be known and stored
into the json file.

Detection and Recognition: A reliable and accurate object
recognition system is an essential prerequisite to successfully
accomplish pick and place tasks in an industrial settings. In
particular, in [6] a robust and efficient method for object
detection and 3D pose estimation is presented. It exploits a
novel edge-based registration algorithm, called Direct Direc-
tional Chamfer Optimization (D2CO). D2CO refines the ob-
ject position employing a non-linear optimization procedure,
where the cost being minimized is extracted directly from a
3D image tensor composed by a sequence of distance maps.
Hence, no ICP-like iterative re-association steps are required:
the data association is implicitly optimized while inferring
the object pose. This approach is able to handle texture-less
and partially occluded objects and does not require any off-
line object learning step: just a 3D CAD model is needed. In
Figure 3 is reported an example of 3D object localization.

Grasping: Once the system retrieves the pose7 of the
requested object, the arm moves accordingly until the goal
position is reached; afterwards, the gripper is closed. If, for
any reason, the robot fails to grasp the object, e.g., bad pose

3http://wiki.ros.org/smach
4http://www.ros.org/
5http://wiki.ros.org/amcl
6http://wiki.ros.org/move_base
7The pose of an object is expressed in terms of a 3× 4 [R|t] matrix

that represents the full 3D position t and orientation R of the object in the
reference frame of the arm.
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Fig. 3: An example of object registration using the D2CO
algorithm.

detection, object too heavy, . . . , a simple check is triggered to
recognize the nature of the failure. This check is performed
by relying on the gripper’s motor payload: whenever such
value is above a certain threshold, we infer that the robot is
actually grasping something. Conversely, it will restart the
detection phase. This procedure is repeated until the object
is correctly grasped.

Knowledge Representation: The semantic map is rep-
resented through a json file that contains two different
structures: robot and entities. The former represents
the robot state in terms of available slots on the robot
tray8. The latter is a list composed of all the entities in
the semantic map. In our specific environment, these can
be objects, positions or platforms. For each entity, specific
spatial properties need to be specified, e.g., the position

w.r.t. the world reference frame, as well as other information
mainly related to the knowledge base and to the language
understanding pipeline, e.g., the type of the object, the
preferredLexicalReference, . . . .

One example of json file is given below:
{"robot":
{
"slots": {"0":"free", "1":"free", "2":"free

"}
},
"entities": [
{"atom": "platform1",
"type": "platform",
"coordinate": {"angle": "2.527", "x":

"5.208", "y": "22.959", "z": "0" },
"preferredLexicalReference": "platform",
"alternativeLexicalReferences": ["platform

", "workstation"],
"objects": []

},
...]

}

IV. EXPERIMENTAL EVALUATION

Industrial environments are typically highly structured
and controlled, and usually robots and users do not share
the same working space. As testbed scenario, we chose
the one proposed in the RoboCup@Work competition. The
corresponding environment is composed of several plat-
forms on which objects can be placed. An example of the
RoboCup@Work arena is shown in Figure 4.

8The robot is equipped with 3 containers, used to transport objects
between loading and unloading phases.

Fig. 4: Example of RoboCup@Work environment.

In order to test our system over the two scenarios presented
above, a similar environment has been reproduced in the
RoCoCo9 laboratory at Sapienza, University of Rome. For
each scenario, many use cases have been identified and
measured in terms of task completion performances. Each
use case has been repeated in two different configurations:
fully autonomous system, i.e., user and robot do not interact
at all during the task execution, and user assisted, i.e., the
accomplishment of the task is driven through interactions
in natural language. Such analysis aims at showing how
the interaction can improve the performances of the overall
system in all the selected tasks.

A. Collaborative environment exploration

In this scenario, the robot needs to navigate within the
arena collecting all the information about position and
placement of the platforms and service areas. For this task
we identified and tested two different tasks: 1) Position
Recording and 2) Platform Inspection.

A.1: In this task, the robot navigates within the arena,
exploring locations and platforms and collecting information
about them, such as position in the map, shape, height of
the platform and other semantic and spatial information.
Many differences in the execution of this task exist between
the previously introduced settings. In the fully autonomous
system the robot performs SLAM (Simultaneous Localization
and Mapping) for building the 2D spatial map, and simple
automatic operations over the semantic map are executed for
storing information about the platforms and service areas10.

Conversely, in the user assisted setting the robot is driven
by the user during environment exploration. In particular, the
user is capable of interacting through natural language with
the robot when approaching a relevant area of the map, e.g.,
platforms or service areas. Simple spoken commands like
“this is platform three” or “it is service area 1” can be used
for guiding the robot in collecting semantic information.

We measured the success rate and the overall execution
time for both system settings. Results are reported in TA-
BLE I. Another reliable metric is the overall failure rate of
each individual system submodule, e.g., motion, perception
and grasping and arm motion submodules. These outcomes
are reported in TABLE II.

9http://labrococo.dis.uniroma1.it/
10These operations have been simplified by introducing markers above

platforms and service areas.

http://labrococo.dis.uniroma1.it/


Task Success
rate (%)

Time
execution (µ)

Time
execution (σ )

A.1A 80.0 7 min 1 min
A.1U 90.0 5 min 30 sec
A.2A 70.0 5 min 15 sec
A.2U 100.0 3 min 30 sec
B.1A 90.0 1.5 min 5 sec
B.1U 90.0 1.5 min 15 sec
B.2A 80.0 5.5 min 30 sec
B.2U 100.0 2.5 min 15 sec
B.3A 80.0 5.7 min 30 sec
B.3U 100.0 2.8 min 25 sec
B.4A - - -
B.4U 70.0 2.5 min 30 sec

TABLE I: The table shows the overall success rate, time
execution mean µ and time execution standard deviation σ ,
for each task. Each task has been reproduced 10 times in
order to obtain relevant statistical data. Subscripts TaskA and
TaskU refer to fully Autonomous system and User assisted
system, respectively.

Task Interaction
failures (%)

Motion
failures (%)

Detection
failures (%)

Arm
failures (%)

A.1A 0.0 10.0 10.0 0.0
A.1U 10.0 0.0 0.0 0.0
A.2A 0.0 10.0 10.0 10.0
A.2U 0.0 0.0 0.0 0.0
B.1A 0.0 0.0 10.0 0.0
B.1U 0.0 0.0 10.0 0.0
B.2A 0.0 10.0 10.0 0.0
B.2U 0.0 0.0 0.0 0.0
B.3A 0.0 10.0 10.0 0.0
B.3U 0.0 0.0 0.0 0.0
B.4A - - - -
B.4U 20.0 0.0 10.0 0.0

TABLE II: The table shows the system submodules failures
in each experiment. Each task has been reproduced 10
times in order to obtain relevant statistical data. Subscripts
TaskA and TaskU refer to fully Autonomous system and User
assisted system, respectively.

A.2: The Platform Inspection task involves inspection
operations over the platforms and the service areas in or-
der to retrieve the location and class of the objects. Two
main system modules are involved in this task, namely the
navigation module and the perception one.

Both fully autonomous and user assisted systems have
been tested. TABLE I and TABLE II report quantitative
outcomes of this experiment. When looking at the results,
we observe that the inspection of the places is much more
efficient when the user assisted system is used. In particular,
through simple commands like “please inspect the platform
three”, the robot stores just the information that meet the
user’s needs, without taking into account other redundant or
useless information. On the contrary, the autonomous system
is forced to collect and check information for each single
point of interest, wasting lot of time in acquiring useless or
non-relevant information.

B. Collaborative assembly of a motor part
In the second scenario, the robot assists the user in a

higher-level task, i.e., assembling a motor part. Hence, the
robot is used as a service entity that continuously answers
the user needs, e.g., bringing specific objects when they are
required, moving items from one place to another within the
platforms and service areas.

For this scenario, four different tasks have been identified,
and both the system settings, fully autonomous and user
assisted, have been tested: 1) The user asks for picking an
object that is correctly located where the robot expects to
find such object; 2) The user asks for placing an object
somewhere, but the robot does not know where it is located,
i.e., the robot’s internal semantic map and the real world
are not consistent; 3) The user asks for picking an object
but someone moved it from its previous known location; 4)
Disambiguation of ambiguous vocal commands.

B.1: In this task, real world and robot’s semantic map are
totally consistent. This requires that whenever the robot is
asked to pick up an object from a specific platform, the object
is actually there and the semantic map is consistent with such
snapshot of the environment. As shown in TABLE I and
TABLE II, the two systems seem to behave with the same
performance. When the robot is asked to pick up an object
that is already present into the semantic map, the behaviors
and actions that the robot needs to execute are essentially
the same in both the configurations. The main improvement
given by the vocal interaction here is more related to the
possibility to recover failures regarding either the system or
the user, e.g., while the robot is executing the assigned task
the user could stop the robot because he realizes that the
requested object is no more needed. In this last example,
the fully autonomous system would complete the execution
of the task and only at the end the user would decide for
discarding the object brought by the robot.

B.2: A typical vocal command involved in this scenario is
“robot bring the biring-box to the platform 3”. In particular,
for this scenario the robot can not retrieve the location of the
object from its internal semantic map, because the object was
not seen before and the semantic map is not consistent with
the real world observed by the user. In the fully autonomous
system, the robot is able to accomplish the task only after
having completed the inspection of all the platforms defined
in the semantic map and retrieved the actual position of the
desired object. In the user assisted system, when the robot
realizes that the object’s information can not be retrieved
from the semantic map, it can react by asking to the user
where actually is located the object and then accomplish the
task in a more efficient way.

B.3: This scenario is a slight modification of the scenario
B.2. In particular, when the robot receives the command
of picking an object on a particular location, the overall
task execution is almost the same as B.2. The way in
which the robot realizes that the environment state is not
consistent with its own internal semantic map is the main
difference. Only after having reached the platform and after
the object detection step, the robot can finally observe that



the object it is going to look for is not there. In the two
configurations, the behavior now are completely different: in
the fully autonomous system the robot would start to inspect
all the platforms looking for the requested object, in the user
assisted one instead it would firstly ask to the user if the
information given with the initial vocal command are correct
and then it asks for the actual location of the required object.
As depicted in TABLE I, the overall time execution differs
a lot between the two systems. Moreover, given the more
specificity of the behaviors in the vocal assisted system, with
such configuration, the robot will incur less into system’s
submodule failures, as indicated by the data reported in
TABLE II.

B.4: This scenario can be only applied with the user
assisted system. We would like to show how the language
understanding system is able to disambiguate potentially am-
biguous commands. Take as example the following command
“take the object on platform number 2”, it is intrinsically
ambiguous, meaning that the requested action can be both
meant as BRINGING the object to the indicated platform, if
the object actually is not yet on such location. Conversely,
whenever the object is known to be already on the platform
number 2, such command must be interpreted as a TAKING
action, so the robot is expected to reach the platform and
grasp it.

The LU4R pipeline is able to deal with this type of
ambiguity. In particular, by merging the spatial information
with the linguistic layer, it is able to disambiguate between
two plausible interpretations. Obviously, this last scenario
can not be adopted with a fully autonomous system because
there is no possibility to control the robot with ambiguous
commands, because the language of a fully autonomous
system is much more simplified and specified w.r.t. the
actions that the robot has to execute. This is an intrinsic
characteristic of the natural language, so it needs to be
handled properly when a natural language based interaction
is adopted.

V. CONCLUSION

In this work, we developed a human robot interaction
system applied to industrial like settings and environments.
In particular, we wanted to test the feasibility and suitability
of introducing spoken natural language interaction in such
scenarios.

Having a fully controlled and static environment mainly
requires very strict behaviors, and fixed and atomic actions
to be performed. Introducing higher levels of unpredictabil-
ity, like the one given by the spoken natural language
interaction, leads to an increase of the complexity of the
robotic system. In particular, the most important aspect of
this kind of interaction is having a clear understanding and
disambiguation of the human user intentions and commands’
specifications. This main problem has been addressed by
introducing a complex tool like LU4R and a proper semantic
map representation.

In both the tested scenarios, namely collaborative envi-
ronment exploration and collaborative assembly of a motor

part, it has been shown how the spoken natural language
interaction achieves better results in terms of task execution
time and task success rate. Moreover, we analyzed the perfor-
mances of each individual submodule of the system trying to
point out how, in those particular scenarios, interacting with
the robot leads to a lower percentage of failures. This last
claim is verified for any human robot interaction application,
where the interaction itself leads to an increase in the overall
performances, that does not actually depend on the kind of
interaction involved.

Another important aspect that has already been claimed
at the beginning, is the importance of having the possibility
to easily involve into the production loop also non-expert
users. This facility is mainly driven by the introduction of
the natural language. Potentially, any human user who can
understand and talk the language with which the system has
been trained, can achieve the completion of all the previously
mentioned tasks without any needs of being trained by the
researchers before the task execution.

Future works would better investigate this last claim,
involving real users and analyzing their interaction with the
robotic system. This kind of study will bring to a better
understanding of the effectiveness of the system, and will
give more robust and concrete support to the introduction
of the spoken natural language interaction in industrial
environments.
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